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Abstract—An ever-increasing amount of data and semantic singleterm label For example, the terrRheumatic Diseases
knowledge in the domain of life sciences is bringing about is represented by the nod17:300:775099.

new data management challenges. In this paper we focus on |nterestingly, the MeSH hierarchy gsopedtwo tree nodes
adding the semantic dimension to literature search, a cendal ’

task in scienti ¢ research. We focus our attention on PubMed
the most signi cant bibliographic source in life sciences,and
explore ways to use high-quality semantic annotations fronthe
MeSH vocabulary to rank search results. We start by developig
several families of ranking functions that relate a search gery to
a document's annotations. We then propose an ef cient adapte
ranking mechanism for each of the families. We also describe
a two-dimensional Skyline-based visualization that can baised
in conjunction with the ranking to further improve the user' s
interaction with the system, and demonstrate how such Skyties

that map to the same term label may not always induce iso-
morphic subtrees. The terRheumatoid Arthritis (RAnaps

to two nodes in Figure 1, and induces subtrees of different
sizes. NodeC20:111:199represents the autoimmune aspect of
RA and induces a subtree of size 5, wh@d.7:300775099
refers toRA as a rheumatic disease, and induces a subtree of
size 7. (Subtree size is noted next to the name of the node.)
Scoping is an important technique for modeling complex poly
hierarchies. Placing a concept in several parts of the fuleya

can be computed adaptively and ef ciently. Finally, we evalate

the effectiveness of our ranking with a user study. models different aspects of the concept, while accommogati

different context in different parts of the hierarchy addghe
expressive power and reduces redundancy.
PubMed can be searched with Entrez, the Life Sciences
Many scienti ¢ domains, most notably the domain of lifeSearch Engine. Entrez implements sophisticated query pro-
sciences, are experiencing unprecedented growth. Thetreagessing, allowing the user to specify conjunctive or disfiue
complete sequencing of the Human Genome, and the tremBoolean semantics for the search query, and to relate the
dous advances in experimental technology are rapidly bring search terms to one or several parts of the document: title,
about new scienti ¢ knowledge. The ever-increasing amoumMeSH annotations, text of the document, etc. In order to
of data and semantic knowledge in life sciences requirgaprove recall, Entrez automatically expands query tetmas t
the development of new semantically rich data managemeiné related to MeSH annotations with synonymous or near-
technigques that facilitate scienti c research and colfaion. synonymous terms. For example, the simple quansquito
Literature search is a central task in scienti c researchill be transformed by Entrez téculicidae’[MeSH Terms]
PubMed (www.pubmed.gov ) is the most signi cant bibli- OR “culicidae”[All Fields] OR “mosquito”[All Fields]. En-
ographic source in the domain of life sciences, with over 18z also expands the query with descendants of any MeSH
million articles at the time of this writing. Indexed arttsl go terms. For example, the quefflood cells"[MeSH Terms]
back to 1865, and the number of articles grows daily. PubMedll match articles that are annotated withlood cells” or
articles are annotated by a staff of indexers with terms frowith “erythrocytes”, “leukocytes”, “hemocytes”etc.
the Medical Subject Headings (MeSH) controlled vocabulary The need to improve recall differentiates bibliographic
MeSH organizes term descriptors into a hierarchical stinect search from general web search. In web search it is often
allowing searching at various levels of speci city. The 300assumed that many documents equivalently satisfy thesuser'
version of MeSH contains 24,767 term descriptors that refformation need, and so high recall is less important than
to general concepts such amatomyand Mental Disorders high precision among the top-ranked documents. Conversely
as well as to specic concepts such a@stiphospholipid in bibliographic search the assumption (or at least the hispe
Syndromeand Cholesterol Indexers are instructed to assigrthat every scienti ¢ article contributes something nowetie
the most speci ¢ terms possible to a PubMed article. state of the art, and so no two documents are interchangeable
MeSH terms are classi ed into ais-a polyhierarchy the when it comes to satisfying the user's information need. In
hierarchy de nes is-a relationships among terms, and eattlis scenario the Boolean retrieval model, such as that used
term has one or more parent terms [9]. Figure 1 preseig Entrez, guarantees perfect recall and is the right choice
a portion of MeSH that describes autoimmune diseases andHowever, there is an important common characteristic of
connective tissue diseases. The hierarchy is representedblbliographic and general web search: many queries return
a tree of nodes with one or several nodes mapping to &undreds, or even thousands, of relevant results. Quelnexp

I. INTRODUCTION
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Fig. 1. Portion of the MeSH polyhierarchy.

sion techniques that maximize recall exacerbate this probl “Lupus Erythematosus, Systemjc'Scleroderma, Systemi¢”

by producing yet more results. For example, the fairly speciand “Sjogren's Syndrome” The article is also annotated
qguery Antiphospholipid Antibodies AND Thrombasishich with general terms that are not related to the query terms
looks for information about a particular clinical manifasbn via the hierarchyPregnancy”, “Pregnancy Complications,

of Antiphospholipid syndrome, returned 2455 matches usifigemale”, and“Humans”.

the default query translation in January 2009. A more génera Another result, an article witbmid = 19107995 describes
query that looks for articles about connective tissue disga neuroimaging advances in the measurement of brain injury in
that are also autoimmune returns close to 120,000 I‘ESUHS.Systemic Lupus. This article matches the query because it is

Because so many results are returned per query, the systamotated with“Lupus Erythematosus, Systemijcivhich is
needs to help the user explore the result set. Entrez clyrerftoth a connective tissue disease and an autoimmune disease.
allows the results to be sorted by several metadata eldBhe article is also annotated with broader terfBsain” ,
publication date, rst author, last author, journal, anteti “Brain Injuries”, “Diagnostic Imaging”, and“Humans”.

This may help the user look up an article with which he is Based on this example, we observe that, while both articles
already familiar (i.e., knows some of the associated mé#ddaare valid matches for the query, they certainly do not carry
but does not support true information discovery. equal query relevance. The rst article covers the fairlpeel

A useful and well-known way to order results in welquery terms, as well as several specic disorders classi ed
information retrieval is by query relevance. Retrieval raisd below the query terms in MeSH. In contrast, the second articl
such as the Vector Space Model [1] have the query relevarameswers a limited portion of the query, since it focuses on
metric built in, while the Boolean retrieval model does rlat. only one particular disorder. In this work we propose severa
this paper we propose to measure the relevance of a documeays to measure semantic relevance of a document to a query,
to the query with respect to the MeSH vocabulary. We illustraand demonstrate how our semantic relevance can be computed
some semantic considerations and challenges with an egampf ciently on the scale of PubMed and MeSH.

Example 1.1:Consider the Entrez querffConnective Tis-  An important dimension in data exploration, particulary i
sue Diseases” [MeSH Terms] AND “Autoimmune Diseases high-paced scienti ¢ eld, is time. An article that cortttites
[MeSH Terms] evaluated against PubMed. Figure 1 represertsthe state of the art at the time of publication may quickly
these query terms in the context of the MeSH hierarchy. Thecome obsolete as new results are published. Semantic rele
query will match all documents that are annotated with adtleaszance measures of this paper can be used to retrieve ranked
one term from each of the induced subtrees of the query terrists of results, or they can be combined with data visutibna

One of the results, a document wimid = 17825677 techniques that give an at-a-glance overview of thousahds o
is a review article that discusses the impact of autoimmufesults. We develop a two-dimensional skyline visualoati
disorders on adverse pregnancy outcome. It is annotatéd vifiat plots relevance against publication date, and show how
the query terms‘Autoimmune Diseasesand “Connective such skylines can be computed ef ciently on the large scale.
Tissue Diseases’and also with several terms from the in- Ranking that takes into account hierarchical structure of
duced subtrees of the query termifrthritis, Rheumatoid”, the domain has been considered in the literature [6], [12],



[13]. Such ranking typically relates two terms via a common [g]

ancestor; see Section VI for a discussion of these methods.

When terms appear in the hierarchy in multiple places, with /\

subtly different meanings, it is unclear how such distance- A B

based measures should be generalized. Instead, in this pape ] [2]

we develop new families of ranking measures that are aimed {\
speci cally at ranking with scoped polyhierarchies like Std, C D E C F

where terms may occur in multiple (partially replicatedjtpa 3] 41 el (6] 7l

of the hierarchy. We argue that the semantics of a term is best /\ } ‘

captured by its set of descendants across the whole higrarch G H F G
and develop measures of relatedness that depend on the natur (8] S [10] (111
of the overlap between these sets of descendants.
Computing similarity based on sets of descendants is algo- Fig. 2. A sample scoped polyhierarchy.

rithmically more complex than simpler graph distance mea-

sures. We pay particular attention to ef ciency, and previd

an extensive experimental evaluation of our methods wigh thVe develop a similarity measure that models this intuition

complete PubMed dataset and the full MeSH polyhierarctig, Section 1I-D.

demonstrating that interactive response times are adfleva The measures mentioned so far are sensitive to the size
The rest of this paper is organized as follows. We formaliz¥ the hierarchy. Becaus& has more descendants thn

semantics of query relevance for scoped polyhierarchiesdn intermediate-level match in th& subtree may give a

Section Il. We present the data structures and algorithais tiuch larger score than a high-level match in Biesubtree.

implement the query relevance measures on the large scaldli¢ effect of this bias would be that highly differentiated

Section Ill. Section IV describes an evaluation of ef cignc concepts would be consistently given more weight than less

and Section V presents a user study. We present related wdifkerentiated concepts. To overcome this bias, we conside

in Section VI, and conclude in Section VII. scoring measure in Section II-E that weights matches in such

a way that each query term contributes equally to the score.

Il. SEMANTICS OF QUERY RELEVANCE .
B. Terminology

We now formalize the data model, and de ne the seman- 5, 1ition 2.1: A scoped polyhierarchys a tupleH =
tics of several similarity measures, using the polyhidmrcf-l- N : ISA'I;g'; whereT is a set of term labelsN is a
in Figure 2 for demonstration. Term labels are denoted Ry, of,node’slSA "N IN is a many-to-one relation that

letters A; B; C;:::, and nodes are denoted by_ numerical 'déncodes the generalization hierarchy of nodesLantl ! T
1;2;3;:::. Term> represents the root of the hierarchy. associates a term with each node. Wh& (n: n9 holds, we
sayn®is aparentof n, andn is a child of n° Every node
except the root has exactly one parent node. Notles an

We wish to assign a score to documents whose MeSH terarscestorof n if (n;n9 is in the re exive transitive closure of
overlap with the query terms. Our notion of “overlap”incksd ISA. (Thus a node is its own ancestor and its own descendant.)
cases where a document term represents a sub-concept of Ror a termt 2 T, we denote byN (t) the set of nodes
query term. If a query i§A; B g in Figure 2, and the documentwith labelt (i.e., havingL (n) = t). Fora set of term3 T
contains MeSH term€ andD, then bothC andD contribute we denote byN (T) the set of nodes in ,, N (t). Likewise,
to the overlap because they are sub-concep®s ahdB. for a set of nodesM N , we denote by (M) the set of

Our rst similarity measure, which we formalize in Secdabels of nodes iM .
tion 1I-C, simply counts the number of terms in common De nition 2.2: The node-scopef a termt 2 T, denoted
between the descendants of the MeSH terms in the query dydN (t), is the set of nodes that have an ancestor with the
those in the document. According to this measure, concefabelt: N (t) = fnjon%t = L(n% ~ ancestor(n® n)g.
such asC that appear in multiple parts of the hierarchy count The node-scopeof a set of termsT T , denoted by
once. However, we might want to cou@t more than once N (T), is the set of nodes that have an ancestor with the
because it contributes to the matching of both query termslabel inT: N (T)= ,+ N (t).

The alternative of simply counting every occurrence of a In Figure 2, the node-scope of the teitis N (C) =
term label can be naive. Suppose that the querydg and f3;8;9;6; 11g, the same as the node scope of af €&tG; H g.
that the document mentions ter@ but notC or H. One De nition 2.3: Theterm-scopef atermt 2 T, denoted by
could argue that double-countit@is inappropriate, since theL (t), is the set of term labels that appear among the nodes
only reason we have tw@ instances is becauseappearsin in N (t): L (t)= .4 M L(n).
multiple parts of the hierarchyVithin the context o€, G only We de ne the term-scopeof a set of termsT T
appears once. This observation motivates us to only doul@}alogously to the node-scope, and denote itLbyT) =
count when the ancestor concept in the query is different,, L (t).

A. Motivation



The term-scope of the terr@ in Figure 2 isL (C) = E. Balanced Similarity

fC;G;Hg, while L (fB;Cg)= fB;C;G;H;F g. Balanced similarityis a re nement ofconditional similarity
We usenode-scopand term-scopeo compare two sets of 4,5t pajances the contributions of query terms to the score.
termsD andQ, whereD is the set of terms that annotate a
PubMed document, an@ is the set of query terms. 1 X CondSim(D: q)
. BalancedSim(D; Q) = . = —oncoIMiZLA) 5
C. Set-Based Similarity iQi 20 CondSim(q; 9
T q
Our rst measureterm similarity, treats the set® and ) o
Q symmetrically, and quanti es how closely the two sets are The relative contribution of each query teigpto the score

related by considering the intersection of thieirm-scopes IS normalized by the number of terms in the queqj. For
each terng, we compute the conditional similarity between the

TermSim(D: Q) = jL (D)\ L (Q)j 1) dqcumenD and the tgrrrq (as per Equatior_1_2), anq n_ormalize
this value by the maximum possible conditional similarhgtt
Term similarity may be used on its own, or it may beany document may achieve far which is CondSim(q; 9.
normalized by another quantity, changing the semantichef t
score. For example, normalizing term similarity by the sife  !ll. EFFICIENT COMPUTATION OF QUERY RELEVANCE

the term-scope of the quemxpresses the extent to which the | this section we describe the data structures and algosith
query is answered by the document. We refer to this quantifyat support computing similarity measures of Section that
asterm coverageDividing the term similarity by theéerm- scale of PubMed and MeSH. We do all processing in main
scope of the documeeipresses how speci ¢ the documenfemory to achieve interactive response time, and mustaontr

is to the query. We refer to this quantity s&rm speci city the size of our data structures so as to not exceed reasonable
Finally, we may divide term coverage by the size of the unioRaM size. Our data structures are at most linear in the size
of the two term scopes, derivingaccard similarity of PubMed, and at most quadratic in the size of MeSH.

D. Conditional Similarity We maintain annotations and publication date of PubMed

articles in a hash tablarticles , indexed bypmid, a unique

Set-based similarity treats the query and the documefc,ment identi er in PubMed. The version of PubMed to
symmetrically, although it may prioritize one set over thgpich we were given access by NCBI consists of about 17
other in the nal step, as is done ierm coveragendterm ijion articles, published up to September 2007, and we are
speci city. Conditional similarityprioritizes the query over the ;1o to store publication date and annotations of all these

document from the start, by placing the term-scope of thgicies in RAM. There are between 1 and 96 annotations per
document within the context of the term-scope of the queNkrticle, 9.7 on average.

As we argued in Section II-A, simply counting the paths |, this work we focus on queries that are conjunctions or
between two terms can be naive, as we may be doublfsnctions of MeSH terms, and rely on the query processing
counting dug_to structural redundanpyln the hierarchy.Wis t provided by Entrez to retrieve query matches. Note that,
de_ne conditional term-scopéby using ancestqr-desce_n_dan\;vh"e the query semantics is Boolean, it incorporates agip!
pairs of terms, not full t_erm paths. In the following de run, expansion, blurring the line between strictly Boolean agid s
gis a query term and is a document term. oriented processing. So, a documéntwill match a query

De nition 2.4: Let d and q be terms, and lePyq be the 5 - tq.q,qif D is annotated with at least one term in the
set of node pairg¢ng; ng) satisfying the following conditions: term-scope of each af andcp. Article pmid = 19107995in

Ng 2 N (d), i.e.,ng has an ancestor with labl Example 1.1 matches the quéf§onnective Tissue Diseases”
ng2 N (q), i.e.,nq has an ancestor with labej [MeSH Terms] AND “Autoimmune Diseases” [MeSH Terms]
Ng is an ancestor ofig. because it is annotated withupus Erythematosus, Systemjc”

Conditional term-scope af given g, denoted byL (djqg), is satisfying both query terms. We do not discriminate between

the set of label pairéL (n1);L(n2)), where(ni;nz) 2 Pg,g.  AND and OR queries for the purposes of ranking.
Conditional term-scope of a sé& given a setQ, denoted _

L (DjQ), is the union of conglitional term-scopes of di2 D A. Exact Computation

givenallq2 Q: L (DjQ) = 4ypq20L (dig). We maintain the following data structures that allow us to
For example, L (GjC) = 1(C;G);(G;G)g, while compute values for the relevance metrics in Section Il. &her
L (Gjf A;Bg) = f(A;G);(B;G);(C;G); (G; G)g. are 24,767 terms and 48,442 nodes in MeSH 2008, the version

Note thatlL (gjg) enumerates all pairs of terngs; t), where of MeSH that we use in this work. For each tetr@ T , we
s;t 2 L (q) such that there is a term-path from a nodprecompute and maintain the following information in one or

labeled witht to a node labeled witts. So, L(CjC) = several hash tables, indexed on the term label.
F(C;G); (CiH): (C;C); (G; G); (Hi H ). N (t), the set of nodes that haveas its label.
We de ne conditional similarityas: L (t), the set of term labels in the term-scopetof

. . o N (t), the set of nodes in the node-scopet of
CondSim(D; Q) = jL (DjQ)j (2) jL (tjt)j, the size of conditional term scope bf



For each noda 2 N , we maintain its term labél(n), and for each document. Computing conditional similarity one

the path from the top of the hierarchy o query term at a time has lower processing cost than the
corresponding computation for the query as a whole, as is don

Algorithm 1 ProcedurelermSim in CondSimas we will see during our experimental evaluation.
Require: Q = fau:::ggg, R = fpmidy:::pmidmg

L Eompl{;el-z I(?leo: L (a) Algorithm 3 ProcedureBalancedSim

2: for pmi . Require: Q = fop:::Gng, R = fpmidy ::: pmid

i Eg:n“eveD = Tdi -:gdm g from Articles 1:qC0meutewe(il(3hti q:n?Qj L E)qjq)1 forpeachragZ Q

: pgteL (D) = i L (di) . 2: for pmid 2 R do

5. termSim (D;Q)=jL (D)\ L (Q)j 3 score=0

6: end for

4. forg 2 Qdo
5 score = score+ weight; CondSim (g ; pmid)
Algorithm 1 describes howerm similarity (Eq. 1) is com- 6 endfor
puted for a quenyQ and a set of documen®. To compute ~  PalancedSim(D;Q) = score
the term-scope of a term(lines 1 and 4), we retrieve (t) 8 end for
with a hash table lookup. Each lookup returns a set of terms,

and the size of each such set is linear in the size of the computation with Score Upper-Bounds

hierarchy. In practice, for terms that denote general cptsge In the previous section we saw that evaluating similarity of

L (t) may contain hundreds, or even thousands of term Iabe{!lsSet of documents with respect to a query can be expensive
while for terms that denote very speci ¢ concepts,(t) will P query b '

contain only a handful of labels. Next, we take a union of th%arncularly for queries and documents that are annotattéd w

term-scopes of individual terms, which requires time |miea general MeSH terms. We now show how score upper-bounds

. . . : ._can be computed more ef ciently than exact scores.
the size of the input data structures in our implementatiof: S
Score upper-bounds can be used to limit the number of

This computa.\tlon happe_ns once per query, and once for EVEACt score computations in ranked retrieval, where dnly
document. Finally, having computed the term-scope of thé

document, we determine the intersectior(D)\ L (Q) (line bést entries are to be retrieved from amdhglocuments, and
) . ) ) ; . N. If score upper-bounds are cheaper to compute than
5). This operation takes time linear in the size of the data
. actual scores, then we can compute score upper-bounds for
structures, and is executed once per document. ) :
. . Lo all documents, order documents in decreasing order of score
Algorithm 2 computesconditional similarity (Eq. 2) for a

queryQ and a documerD . Term-scope and node-scope®f upper-bounds, and compute exact score values as neediéd, unt

are computed on lines 1 and 2. Then, for each document, gee k best documents have been retrieved. Processing, and

computeD o, the set of its terms that are in the term-scope Of -~ exact score computation, can stop when the score upper-
P Q i . P€ Yound of the document being considered is lower than the
the query, and retrieve the noode-scopeDQj (lines 5 and 6). actual score of the currerk™ best document. In addition
We then nd all paurs of nodea 20N (Q) andn 2 N (DQ). to computing score upper-bounds for all documents, and
such that there is a path from” to n. Each document is evaluating exact scores fvf documents where M N
processed in time proportional f (Q)j j N (Dg)j, which 9 ' '

i ) . the algorithm must perform a certain number of sorts, to
can be high for queries and documents with large nOde'SCOP(?eStermine the currert score at every round

Consider again the computation tdrm similarity in Al-
gorithm 1, which computes the value of the expression in
Equation 1. We can transform this equation using distriityti

Algorithm 2 ProcedureCondSim
Require: Q = fau:::ggg, R = fpmidy:::pmidmg
1: ComputeL (Q)= gL (g)

2: ComputeN (Q)= ~, N (g) of set intersection over set union, and observe that a ratura
3: for pmid 2 R do upper-bound holds over the value tefm similarity.

4:  RetrieveD = fd;:::dmg from Articles

5. ComputeDg = D\ L (Q) [ [

6: ComputeN (Dgq) TermSim(D;Q)=j( L (d)\ ( L (a)j=

7. S= ’ d q

8: forn°2 N (Q) do Al X .

o for n 2 N (Dg) do oL\ L (9 jL (d\ L (9)]

10: if ancestor(n®, ng) then diq diq

i; enii? ST L)L (n) The value ofTermSim (D; Q) cannot be higher than the
13: end for sum of the sizes of pair-wise intersections of term-scoges o
14:  end for terms fromD with terms fromQ. To enable fast computation
15:  condSim(D; Q) = |Sj of this upper bound, we precompute (s)\ L (t)j for all

16: end for pairs of termss andt. The number of entries in this data

structure, which we calPairwiseTermSimis quadratic in the
Algorithm 3 computedalanced similarity(Eq. 3) by con- size of MeSH. In practice, we only need to record an entry
sidering each query term separately, and invokinGondSim for the termss andt if L (s)\ L (t) 6 ;. There are over 613



million possible pairs of MeSH terms, but only 158,583 pait 4
have a non-empty intersection of their term-scopes. o
For a query of siz¢Qj and a document of siZ®j, we need
to look upjQj j Dj entries inPairwise TermSimand compute a
sum of the retrieved values. The difference between theddize
a set of terms, and the size of the term-scope of that set car
quite dramatic, and so computing upper-bounds is often mu
cheaper than computing actual scores. We will demonstri

this experimentally in Section IV.

Let us now consider how score upper-bounds can be co
puted for conditional similarity (Eq. 2), which counts the
number of pairs of termg2 L (Q) andd 2 L (D) such that
there is a node-path fromp! d. This quantity is bounded by
the sum of sizes of (djq) for all pairs of termsd andq.

Skyline Query Viewer

[ G-Protein-Coupled receptors ] S

. Al X
CondSim(D;Q)=j L (djg)j jL (dig)j
d;q d;q Jan 2005 Jan 2004

To facilitate the computation of this upper-bound, wi

store the value ofL (sjt) for all pairs of termss andt ) ) ) )
. 3. Two-dimensional skyline representation of restdisthe queryG-

Wlth 'T‘tersec“”g termeCOPes' We call this data StruCtUE(Lr}C(])tein-Coupled receptor®lease view on a color display or on a color printer.
P airwiseCondSim . This data structure has the same number

of entries aPairwiseTermSim

Finally, for balanced similarity we observe that: on they-axis. Points on the rst contour are marked in white,
points on the second contour are beige, and points on the last
_ 1 X L (Djg)j 1 X L (d contour are red. When points are selected using the mouse, a
BalSim (D: Q) = — (Djg)j _ 1 (dja) u poi using u

iQj ; L (qga)  jOj ” L (qjo) window showing the full citatio_n is_display_ed. _
’ Our prototype implementation is running outside of the
We re-use thdairwiseCondSindata structure for the com- NCBI infrastructure, and we are using the Entrez query API,
putation of score-upper bounds fbalanced similarity We eUtils , to evaluate queries, and receive back ids of PubMed
evaluate the performance improvements achieved by usigicles that match the query. TletJtils ~ API can be asked
score upper-bounds for ranked retrieval in Section IV. to return query results in order of publication date. NCBI
requests that large result sets be retrieved in batchess so a
) - ) ) not to overload their system. In the remainder of this sectio
As we argued in the Introduction, it is sometimes importagie describe a progressive algorithm that computes a two-
to present more than a handful of query results. We proposegithensional skyline of results using score upper-bounds.
use a two-dimensionalkyline visualization [3] that is based e implemented a divide-and-conquer algorithm based on
on the concept of dominance. A point in multi-dimensionglchniques described by Bentley [2]. Our algorithm proesss
space is said to belong to the skyline if it is miminatedy  regyits one batch at a time, with batches arriving in order
any other point, i.e., if no other point is as good or better ig gticle publication date, from more to less recent. Aetic
all dimensions, and strictly better in at least one dimemsio \ithin each batch are also sorted on publication date, and we

C. Adaptive Skyline Computation with Upper-Bounds

A skylir.le contouris de ned inductiyely as fOIIO‘_’VS: use this sort order as basis for the divide-and-conquer.
A point belongs to the rst skyline contour if and only  The algorithm receives as input a sorted list of documents,
if it belongs to the skyline of the whole data set. a queryQ, an integerk that denotes the number of skyline

A point belongs to th&" contour if and only if it belongs contours to be computed, a similarity measiBen, and

to the skyline of the data set obtained by removing poingskylineSoF ar: a list of documents, sorted on publication

from the rst throughk  1°' contours. date, that were identi ed as belonging to the skyline when
Skyline contours are useful for highlighting points thae arprocessing previous batches, along with the contour number
close to the skyline, and that might be of interest to the.usélote that a result that was assigned to the skyline duringa pr

Publication date is a natural attribute in which to consideious batch will remain on the skyline, with the same contour

bibliography matches, and we use it as tkexis of our number, for the remainder of the processing. This is because
visualization. They-axis corresponds to one of the similaritydocuments are processed in sorted order on publication date
measures described in Section Il. Figure 3 shows a skylineThe divide-and-conquer algorithm processes the batch by
of results for the querg-Protein-Coupled receptor$or term  recursively dividing the points along the median on the
speci city with 5 skyline contours. Points of highest qualityaxis. When all points within arx-interval share the same
are close to the origin on the-axis and away from the origin x value, the algorithm sorts the points on thecoordinate,



Fig. 4. System architecture.

identi es contour points as thie best points in the interval, and
assigns to each of the tdppoints a contour number. Let us Fig. 5. Total runtime of ranked retrieval.
refer to this sub-routine a&ssignLinearDominanceContour
number assignments are then merged across intervals, from
left to right, and contour numbers of points on the right aféon costs. We report performance in terms of wall-clocketim
adjusted. Thé&kylineSoF ar data structure is supplied to theAll results are averages of three executions.
left-most interval when a batch is processed.

The algorithm assumes that the values of thand they B. Workload
coordinates are readily available for each document. Hewev Qur performance experiments are based on a workload of
as we discussed in Section I, the Slmllarlty score of thfso queries_ We were unable to get a real PubMed query
document may be expensive to compute, while the scaggrkload from NCBI due to privacy regulations, and so we
upper-bound may be computed more ef ciently. We therefoggenerated the workload based on pairwise co-occurrence of
modify the AssignLinearDominanceubroutine to use scoreterms in annotations of PubMed articles. The rationale is
upper-bounds as in Section 1I-B. Exact scores are still coffhat, if two or more terms are commonly used to annotate
puted, but the number of these computations is reducedgUs{Re same document, then these terms are semanticallydrelate
score upper-bounds allows us to compute the two-dimenksiogad may be used together in a query. See [15] for a detailed
skyline more ef ciently, as we demonstrate next. description of the workload selection procedure. Quenes i
our workload mapped to MeSH subtrees of different sizes:
L (Q) was between 2 and 454, median 22. Queries returned
A. Experimental Platform between 1,024 and 179,450 results, median 9,562.

IV. EXPERIMENTAL EVALUATION

We evaluated the performance of our methods on a Jaya _ _
prototype. Figure 4 describes the system architecture hmdag' Ranked Retrieval with Score Upper-Bounds
data ow. Processing is coordinated by tiery Manager  Table | summarizes the performance of 150 queries with
that receives a query from the user and communicates wigrm similarity, conditional similarity andbalanced similarity
PubMed via theeUtils  API (arrow 1). The Entrez searchWe compare the execution time of computing exact scores
engine evaluates the query against the live PubMed databdse all results Scorg against the time of computing score
and returnpmids of results in batches, sorted in decreasingpper-bounds for all resultdUg). We then report the run-
order of publication date (arrow 2Query Managecommuni- time of computing the top-1, top-10, and top-100 results, in
cates with thén-Memory DB which stores MeSH annotationswhich upper bounds are computed for all items, and exact
of all articles up to September 2007, and implements the datores are computed only for the promising items. We observe
structures and algorithms of Section llh-Memory DBand that execution time ofScore can be high, particularly for
Query Manageicommunicate via Java RMI (arrows 3, 4)- conditional and balanced similarity. In contrast, uppeuruets
Memory DBruns on a 32-bit machine with a dualcore 2.4GHgan be computed about an order of magnitude faster, in
Intel CPU and 4GB of RAM, with RedHat EL 5.1. Giveninteractive time even in the worst case. This is expectedesi
a query and a list ofppmids, In-Memory DB can compute as we discussed in Section 1lI-B, the time to compute upper
score upper-bounds or actual scores for each document, dvatinds is proportional tfDj j Qj, while the time to compute
can compute the set of skyline contours. Results are readdmpres is a function of the size of the term-scope of the query
Query Manageit(arrow 4), which can optionally pass them tand of the document, which is typically much higher.
the visualization component. Figure 5 compares th#otal run-time of Scorg UB, and

The total execution time of most queries is interactive iranked retrieval withk = 1;10; 100, for all queries. Observe
our implementation, and depends in part on the response tithat term similarity computes fastest, whileonditional simi-
of Entrez. For the purposes of our evaluation, we measure thdty is slowest. It takes approximately the same amount of
processing time insiden-Memory DB ignoring communica- time to compute the tog-for different values ok.



Term Similarity(sec) Conditional Similarity(sec) Balanced Similarity(sec)

med avg min max med avg min max med avg min max
Score 0.412 ]| 1.342 | 0.013 | 13.238|| 0.387 | 4.408 | 0.004 | 274.230 [ 0.372 | 3.760 | 0.006 | 195.420
uB 0.062 | 0.177 | 0.005| 1.242 || 0.060 | 0.195 | 0.005 2.210 || 0.059 | 0.177 | 0.005 1.236

top-1 0.228 | 0.557 | 0.009 | 5.127 || 0.273 | 2.016 | 0.010 | 83.063 || 0.246 | 1.558 | 0.009 | 55.365
top-10 0.228 | 0.566 | 0.009 | 5.128 || 0.273 | 2.010 | 0.010 | 84.063 || 0.245 | 1.550 | 0.010 | 55.441
top-100 || 0.228 | 0.568 | 0.010 | 5.092 || 0.273 | 2.001 | 0.014 | 83.132 || 0.246 | 1.566 | 0.012 | 55.444

TABLE |
RANKED RETRIEVAL: MEDIAN, AVERAGE, MINIMUM AND MAXIMUM PROCESSING TIMES FOR 150QUERIES

Fig. 6. Term similarity percent improvement in runtime of tdf- when Fig. 8. Balanced similarity percent improvement in runtime of tdf-when
score upper-bounds are used. score upper-bounds are used.

for some queries due to the overhead of sorting. This overhea
was noticeable only in short-running queries, and absolute
degradation was insigni cant: at most 0.081 sec TermSim
0.254 sec foiCondSimand 0.213 sec foBalancedSim

D. Skyline Computation with Upper-Bounds

In this section we consider the performance impact of
using score upper-bounds for skyline computation, desdrib
in Section 11I-C. We computed the skyline with 1, 2, 5, and
10 contours for 150 queries in our workload. Table Il present
the median, average, minimum, and maximum execution time
for three similarity measures. For each number of contours,

Fig. 7. Conditional similarity percent improvement in runtime of tdp- and for ea(_:h Sl,mllamy measure, we list two sgts of numb,ers‘
when score upper-bounds are used. The Exact line lists the performance of computing the skyline
without the upper-bounds optimization, and tiB line lists
the performance with the optimization. Recall that, whethe
Figures 6, 7 and 8 present run-time improvement of usinge rst compute exact scores for all documents (a&ikact),
score upper-bounds for tdpeomputation vs. computing exactor rst compute score upper-bounds for all documents, and
scores, for three similarity measures. Performance of #8s¢ vthen compute exact scores only for promising documents (as
majority of queries is improved due to using upper-bounais, fin UB), the result will be the same correct set of skyline points.
all similarity measures. The actual run-time improvemeasw Based on Table Il we observe that thl&xact skyline
up to 9.1 sec foterm similarity, and between 0.7 and 0.8 se@erforms in interactive time for the majority of queriesr fo
on average for different values kf For conditional similarity  all similarity measures. Median results are sub-secondlin a
the improvement was up to a dramatic 191 sec, and the averagses. We also observe tHdB skyline outperformsExact
improvement was about 2.4 sec. Falanced similarityusing skyline. Note that these results are for the total execuion
score upper-bounds improved run-time by up to 140 sec, agach query. Long-running queries typically execute in iplat
between 2.0 and 2.2 sec on average, for different valués ofbatches, and the user is presented with the initial set oftees
While performance improved for most queries, it degradexs soon as the skyline of the rst batch is computed.



(a) Total run-time. (b) % improvement with UB fotarge queries

Fig. 9. Run-time performance of skyline computation ferm similarity.

K Term Similarity(sec) Conditional Similarity(sec) Balanced Similarity(sec)

med avg | min max med avg [ min max med avg [ min max
Exact 1 4295 | 1.356 | .016 | 13.225|| .4305| 4.471| .009 | 274.301 || .4275| 3.861 .01 | 199.521
UB 1 .299 .684 | .014 5.687 343 | 2.377 | .017 | 107.673 || .3345| 1.925| .018 72.955
Exact 2 43 | 1.355| .016 | 13.202 424 | 4471 | .008 | 274.296 433 | 3.833 .01 | 195.194
uB 2| .3705| .825| .018 | 6.771 | .4055| 2.796 | .019 | 136.881 .389 | 2.345| .019 | 95.654
Exact 5 || .4285] 1.356 | .016 | 13.209 || .4285 | 4.473 | .009 | 274.311]| .4365| 3.803 | .01 [ 195.13
UB 5 448 | 1.036 | .022 8.263 || .4855 | 3.351 | .019 | 167.917 || .4785 | 2.841 .02 | 116.974
Exact | 10 4295 | 1.358 | .016 | 13.222 || .4275 | 4.472 | .008 | 274.305|| .4365 | 3.806 .01 | 195.163
uUB 10 || .4835| 1.265 | .022 | 9.647 .546 | 3.859 | .019 | 197.304 506 | 3.17 | .019 | 132.334

TABLE Il
SKYLINE COMPUTATION: MEDIAN, AVERAGE, MINIMUM AND MAXIMUM PROCESSING TIMES FOR 150QUERIES

In our experiments, we are able to predict whether a qudarge queries. Similar trends hold f@onditional similarity
will be long-running based on the number of results that tledbalanced similarity(see [15]).
query returns. In fact, exact skyline computation for akqges
that return fewer than 20,000 results completes in under 2
seconds. The information about the size of the result set isWe now present a qualitative comparison between our
provided to us at the start of the execution by étdtils API, similarity measures, and evaluate them against two baselin
and we can use this information to decide whether to app
the upper-bounds optimization. 45 out of 150 queries in 0
workload return over 20,000 results, and we refer to these adour rst baseline is adistance-based measyrelesigned
the large queriesin the remainder of this section. explicitly for MeSH, that compares two sets of terms based on

, . . , the mean path-length between the individual terms [13]. For

Figure 9(a) summarizes the total cumulative run-time Qfmsq andq, dist(d: g) is the minimal number of edges in a
Exact and UB skylines for_term similarity for all qQueries ath from any node iN (d) to and node ifN (g). Consider
(exact all and UB all entries), and for the large queries,oqeqs andF in Figure 2. There are two paths between these
(.exac.t largeand UB Ia_rge). We note that over 75% of. the nodessC! A1l E! F of length 3, andC ! B ! F
time is spent processing 30% of the v_vorkload. The time {g length 2, and salist(C: F) = 2. We 193 ne path-length as:
compute the exact skyline stays _approx!mately the sameeas fhaanp athLen (D:Q) = ﬁ @20 @Q dist(d: q).
number of contours changes, while the time to compute the UBris measure capturejs the distance between docuBent
skyline increases Wlth increasing number_ of contours.Iina 5,4 quenyQ, and we transform it into a similarity:
observe that UB skylines compute faster in total than dotexac
skylines. The same trends hold foonditional similarityand 1
balanced similarity(see [15]). Figure 9(b) plots the percent- MeanP athSim (D; Q) = 4
improvement olUB skyline overExact against the percentage (B 1+ MeanPathLen (D; Q) @
of thelarge queriesfor which this improvement was realized. A known limitation of distance-based measures is an im-
Query execution time was improved for the vast majority gdlicit assumption that edges in the taxonomy represenotmif

V. EVALUATION OF EFFECTIVENESS

Baselines




. ; . . TermSim | CondSim | BalSim | MeanPath | Meaninfo

conc_eptual distances, Whlch does not always ho!d in peactic o 056 051 051 071 065

In Figure 2, the path distance betweénand A is 2, the Q2 0.49 0.50 0.50 0.52 0.49

same as betwee® andB. However, one can argue th@tis 83 8-22 8-22 8-22 8-28 8-32
4 . . . . .

more closely related t8 than toA becaus_eB has a sme_lller o 0.42 043 043 033 067

subtree, and s& represents a larger portion of tineeaning Qs 0.48 0.51 0.60 0.48 0.50

of B than of A. Several information-theoretic measures haven87 8-3? 8-3? 8-3? 8-2? 8-;“71
- . . . 8 . . . . .

been proposed to overcome this limitation, and we use the ORETS 053 053 053 0.47 0.7

proposed by Lin [12] to derive our second baseline.
For two taxonomy nodes andt, we denote the lowest TABLE Il

common ancestor by CA (s;t). The information contenbf  AGREEMENT BETWEEN SIMILARITY MEASURES AND USER JUDGMENTS

a nodes, denoted byP (s), is the size of the subtree induced

by s. Lin [12] de nes similarity between nodes andt as:
Sim(S't) — 2 logP (LCA (sit))
'+ TlogP (s)+ logP (1) * - . .
To use this similarity for MeSH, we need to apply it to a Results are chosen to maximize rank distances. Finally, we

polyhierarchy, with multiple nodes per term. We take a simil 9enerate pairs of results to be compared to each other by the
approach as ilMeanPathSim, and say that the similarity USer. We never compatepM ; to topM », andbottomM ,
between termsl andq is the highest similarity between anyto bottomM ». Comparing top against bottom for the same
two nodess andt, wheres 2 N (d) andt 2 N (g). To Mmethod helps us validate that method on its own. Comparing

handle multiple terms per query and per document, we de n@P of one method against bottom of another allows us to
compare a pair of methods against each other.

1 X X The user is presented with two annotation sésich 1
MeanlInfoSim (D;Q) = DO sim(d;g) (5) andMatch 2, and rates each set on a three-point scale. The
IDjiQl d2D q2Q user also compares the matches with respect to how well they

answer the query, on a three-point scale. Both scales ie@ud
B. User Study N by .

. ~ “not sure” option. See [15] for a screenshot of our evaluatio

1) Methodology: We recruited 8 researchers, all holdingnterface.

advanced degrees in medicine, biology, or bioinforma#ids. 2 Results: Results in this section are based on 8 queries,
are experienced PubMed users, with usage between sevggh evaluated by a single user. We collected 670 individual
times a week and several times a day. Users were askeqi@gments, and 335 pairwise judgments. In this section, we
come up with one query in their eld of expertise, and tqnalyze the performance of each of our similarity measures
subsequently rate results returned by our system. individually, and then describe the relative performanteur

Rather than rating articles in the result, we asked ogfeasures, and compare them to the baselines. For results
users to ratennotation setssets of MeSH terms that OCCUrandrz’ userU issues a pair-wise relevance judgmeh:trl =

together as annotations of these articles, for two rea$orss, , if he considers results to be of equal quality, ry >,
MeSH annotations of some articles are imprecise, that jf;,rl is better, orU : ry < r, if r, is better. (We exclude
more general or more speci ¢ than the content of the articifie cases where the user was unable to compare the results.)
warrants. Second, abstracts of articles are often unaéjla | jkewise, a similarity measur® issues a judgment w.r.t. the
making it dif cult to judge the quality of content. relative quality ofr; andr, by assigning ranks. Because users
For a xed query, and for a xed similarity, all articles only judge a pair of results that are far apart in the ranking,
that are annotated with the same set of terms receive @ casavl :r; = r, never occurs.
same score. Additionally, several different annotatids seay A similarity measure may agree with the user's assessment,
map to the same score, and so ties are common. SCQieSt may disagree, in one of two ways: by reversing the
are incomparable across measures, and we use ranks for @uk order ofr; andr,, or by rankingr; andr, differently
comparison. See [15] for a description of our rank assignmeghile the user considers them a tie. For ease of exposition,

procedure that meaningfully accommodates fies. we incorporate all three outcomeagreement &), tie (T)
Many queries return thousands of results, and we canrgid rank reversal errorE), into a singleagreement score
expect that the users will evaluate the quality of result&€s- dJe ned as: agreement(U;M ; Q) = /;:OT:EET_ The worst

tively. We focus on a sub-set of results that is most infoiveat possib|e score is 0, the best possib|e is 1. Table Il present

about either the performance of a particular similarity see, the agreement between the user and each similarity measure,

or about the relative performance of a pair of measures. Fgf each query. See [15] for a break-down of results in each
a pair of measured ; andM >, we choose 10 results fromcategory.

each of the following categories: Due to the scale of our study we are unable to draw statis-
topM 1: in top 10% of ranks foM ; but not forM , tically signi cant conclusions about the relative perfante
topM »: in top 10% of ranks foM , but not forM ; of the measures. However, we point out some trends that

botM ;: in bottom 10% of ranks foM ; but not forM , emerge based on the data in Table Ill, and which we plan
botM ,: in bottom 10% of ranks foM , but not forM ; to investigate further in the future; see Section V-C for a



MeanPath | Meaninfo was supported by observations made b | that
TermSim | 46% /28% | 31% 136% pp y y several users tha

CondSim | 41% /31% | 36% /36% they appreciated the presence of both general concepts, e.g
BalSim | 42% /29% | 36% /35% Neurodegenerative Diseasand related concepts that are more
speci ¢, e.g.,Alzheimerand Parkinson

Nonetheless, other aspects of user's quality perception ma
require a more sophisticated ontology than MeSH. Even when
the ontology is helpful in principle, users may disagreehwit
the classi cation, as observed by one user in our study.

discussion. None of the measures seem to agree with us&@nantic relationships, e.g., a connection between aiprote
judgment for querie®, andQs. These queries do not exhibitand a disease, may be known to experts but are not present in
polyhierarchy features: each term maps to a single nodeMigSH, and are therefore unavailable for scoring. In future
MeSH. Our measures appear to outperform the baselines W'k, we plan to combine MeSH with other information
queriesQs; Q4, and Qg. All these queries include at leastSOUrces that provide additional information about refsltps
one term that exhibits polyhierarchy features: either #rent Detween concepts. We also plan to incorporate weighting of
itself maps to two or more nodeand induces subtrees of l€rms, perhaps on a user by user basis, based on external
different shapeor its descendant terms do. Baselines appearifformation.
outperform our measures for queri®s, Qs, andQ;. Query Due to the scale of our study, we do not establish which
Q: exhibits no polyhierarchy features. For a two-term quef@nking is best for which kind of query, and when a query
Qs, each term maps to two nodes in MeSH, but the subtrdésamenable to ontology-aware ranking. We will investigate
are isomorphic, i.e., there istructural redundancyin this this in the future. For some queries our methods appear to
part of the hierarchy. Quer@s exhibits true polyhierarchy do better, while for others the competing methods appear to
features, yet the information theoretic baseline seemseto #° better. While no method dominates another for all queries
more in line with the user's judgment for this query. our methods seem to outperform the path-based method, while

Table IV presents the relative performance of our measur@rforming comparably with the information theoretic nueth
against the baselines. We present averages across queries, VI
note that performance for individual queries is in line with ) _ ) _
the trends in Table Ill. Here, we are using judgments aboutRank'”g_ that takes into gccount_hlerarch|cal structure of
pairs of results such that one of the results has a high rd¢ domain has been considered in the literature. Ganesan
w.r.t. one method and a low rank w.r.t. another. We presant tht al- [6] develop several families of similarity measureatt
average percentage of user judgments that were in line wigjate sets or multisets of hierarchically cI_aSS| ed iteresch
the judgment made by the similarity measure. For exampRS two customers who buy one or sever_al instances of the same
in the entry forTermSimand MeanPaththe user agreed with Product, or who buy several products in the same hierarchy.
TermSim46% of the time, and wittMeanPath28% of the This work assumes that items in the sets are con ned to being
time, and considered the remaining 26% of the cases as til&@ves of the hierarchy, and that the hierarchy is a stregt. tr

We also compared the relative performance of our measul8sour work we are comparing sets of terms in a scoped
for queries, for which there was a difference in performancgolyhierarchy, and we do not restrict the terms to beingdsav
For Qg, BalancedSimoutperformsCondSim which in turn Rada and Bicknell [13] consider the problem of ranking
outperformsTermSim For Qs, TermSimoutperforms other MEDLINE documents using the MeSH polyhierarchy, the

measures. These ndings are in line with results in Table 11F2Me problem as we consider in our work. The authors propose
to model the distance between the query and the document as

C. Assessment of Results the mean path-length between all pairs of document and query

Several issues make ranking dif cult in our context. Firsterms. This measure is one of several distance-based nesasur
all results are already matches, i.e., all are in some seitsat have been proposed in the literature; see also [11].
“good”. So, ranking by ontology is a second-order ranking In an alternative approach, several information-theoreti
among documents that may not be all that different from eaoheasures have been proposed that quantify the semantic rela
other in terms of real relevance. However, as we demonstratiness between concepts in hierarchical domains [12], [14]
in Section V-B.2, ontology-related scois correlated with These measures are similar to the distance-based methods in
quality as judged by the users in some cases. This occurs witleat they typically relate two concepts via a common ancesto
terms appear in multiple tree locations and induce subtw&éesHowever, rather than simply counting the length of the path t
different shape, a distinguishing feature in MeSH. Second, the ancestor, the information content of the ancestor (e s
user study is small, and so we cannot expect to demonstratés subtree) is factored into the measure. The intuitithat
statistical signi cance. We plan to deploy the system ana common ancestor that is very general is not as informative
obtain more information by studying user feedback. as one that is more speci c.

A user's perception of quality is informed by many as- In our work we propose several alternative ways to relate
pects. Our work is motivated by the hypothesis that one af document to a query, by measuring the overlap among
these aspects is captured by ontological relationshipss Thommon descendants (rather than ancestors) of all nodes

TABLE IV
TermSim CondSimAND BalancedSinCOMPARED TO BASELINES

. RELATED WORK



labeled with two concepts. To the best of our knowledge, oprogressive skyline computation methods, while Jin et&l. [
work is the rst to explicitty model semantic relatedness ipropose an ef cient algorithm for the mining of thick skytia

a scopedpolyhierarchy in which a term may appear in manyn large databases. Our scenario differs from prior work in
parts of the hierarchy with subtly different meanings inteadhat coordinates of skyline points may be costly to compute,
context. The question of how contributions of differenttsy motivating us to use score upper-bounds.

or different meanings of the same term, are reconciled in the

nal score is central to our approach. We explicitly modetlan SH i histi q d | Id | ith
explore alternative semantics of combining the contrimsi MeSH is a sophisticated, curated real-world ontology wit

of individual pairs of terms to the over-all similarity seor about 25,000 terms. It has the interesting property thatder

Despite the extra computation needed for measures baS8H aPpear m_multlple_par_ts of the h_|erarchy. Each time a
on sets of descendants rather than ancestors, we demens]fih appears, |ts.mean|.n.g IS scopeq, .e., the meaning of the
experimentally that interactive response times are sidisible term depends on its position in the hierarchy. This obsemwat .
even when processing tens of thousands of documents. challenges most past work which has been developed assuming
Hadjieleftheriou et al [7] develop indexing structures anﬁ1
processing algorithms for computing the similarity of whtied
sets. A queryQ and a documenD are compared based
on corpus-derived weights of substrings of lengthtermed

VII. CONCLUSIONS

We have attempted to capture the semantics of a term by
looking at all of the term's descendants, across the whole
hierarchy. We developed three similarity measures thateel

g-grams, of whichQ and D are comprised. The similarity sets of terms based on the degree of overlap between the

between a query and a document is computed based on §RI§ of their descendants. We have demonstrated that each

combined weight of the g-grams that are commorbtand of these measures can be computed in interactive time for
Q, normalized by the weights d andQ. This approach is the complete MeSH ontology, at the scale of the complete

similar to ours in that we also consider the set of elements,ri)UbM(a(j corpus. We have also shown how computing score

our case MeSH terms, that are commorDtoand Q for the upper-bounds can be used to reduce the cost of identifying
computation of similarity. However, unlike in [7], the elemts the best-matching documents, or of computing the skyline of

we consider come from a hierarchy, and incorporating tﬁlgeldattajet W't.h _rles_p:ect to score ‘f"tﬂd pubhcattman date. We
structure of the hierarchy into the similarity score is caht evaluated our similarity measures with a user study.
to our approach. We do not currently associate weights with ACKNOWLEDGMENTS

query terms; incorporating term weights is an interesting This research was supported by National Institute of Health

direction for future research. grant 5 U54 CA121852-05.
Ontology matching uses a wide range of similarity measures
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