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Abstract

This document describes a proposal to implement Open Classes using Phoenix and to use it as a replacement for Phoenix’s current dynamic extensibility implementation.
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Problem description
Currently, Phoenix supports dynamic plug-ins for certain classes by adding a linked list of extension objects to the class or by baking-in extensions objects as fields of the class at compile-time [Burger].  Baked-in extensions, also called built-ins or static plug-ins, can be accessed statically without a dynamic lookup.  Unfortunately, for the client who does not have access to the Phoenix source code, all plug-ins require a dynamic lookup, which is not scalable. If a plug-in is allowed to change the class layout, the lookup involves using reflection to determine if the plug-in is already a field of the class and if that fails, traversing the linked list.  This imposes an unacceptable runtime overhead that is incurred even if the class has no extension objects.
Proposal

I propose to create an API that supports Open Classes.  This will allow a class definition to be spread across separate files, similar to how it is done in C#.  Unlike C#, which requires a class to be finalized at compile-time, i.e., all partial class files must be known and compiled together at compile-time, my implementation will allow any managed class to be finalized post-compile-time.
For unmanaged builds, I will continue to support the static extension mechanism as it is current implemented.  The client can change the class layout if they can re-build Phoenix sources.
Goals

· Design a high-level Open Classes API
· Implement support for post-compile-time plug-ins
· Implement Open Classes API
· Implement a compile-time plug-in 
· Implement raising IR to AST in support of Open Classes

· Implement a post-compile-time standalone class compositor

· [time permitting] Implement a post-compile-time standalone Plug-in Baker that uses Reflection and rewriting to convert dynamic lookups into statically resolved references
Use Cases
Use Case: Phoenix dynamic extensibility plug-ins

After installing the Phoenix RDK, a developer would like to extend a class in Phoenix by adding a custom field.  They use the Open Classes API to update the class definition and rewrite the Phoenix DLL.  Now from their client code, they can access the field directly off of the extended class.

We will re-implement the IR Longevity dynamic extension plug-in from the Phoenix RDK as a post-compile-time Open Classes plug-in.

Use Case: Phoenix compile-time plug-ins (aka “static” or “built-in” plug-ins)
This works the same way as it does now in Phoenix except that rather than having to specify the entire class definition in one file (the PDL file), Phoenix developers can use the Open Classes API as a compiler plug-in to extend a class.
We will re-implement the IR Longevity dynamic extension plug-in from the Phoenix RDK as a compile-time Open Classes plug-in.

Milestones
· 6/07/05 – Internship begins

· 6/16/05 – Initial requirements complete; Project proposal meeting

· 6/21/05 – Requirements complete

· 6/23/05 – Use cases validated

· 6/29/05 – Open Classes proof-of-concept due
· 7/01/05 – Initial design complete
· 7/05/05 – Design review
· 7/07/05 – Design complete

· 7/13/05 – Unit tests complete

· 7/28/05 – IR(AST implementation complete
· 8/05/05 – Open Classes prototype due 

· 8/16/05 – Open Classes implementation complete

· 8/19/05 – Testing complete

· 8/26/05 – Internship ends

Details:

Use cases validated – By this date, we will have a thorough understanding of the use case and will know if it is a valid use case for demonstrating open classes.

Open Classes proof-of-concept due – By this date, we will implement the use case by replacing accessing custom data via the dynamic extensibility with using Open Classes.  This is a proof-of-concept so it only has to work for this particular use case.  We may optionally throw away the proof-of-concept when we set out to implement Open Classes fully.
Initial design complete – By this date, we will have a detailed design of the Open Classes API and a description of the usage model.

Unit tests complete –By this date, we will have unit tests that test the major functionality.  We should be able to run these tests manually (e.g. using a batch script).
Open Classes prototype due – By this date, we should have a bare implementation of the Open Classes API and design.  All technology risks should be known and quantifiable at this point.  Special cases may not be implemented.  We are allowed to have bugs and performance issues.

Open Classes implementation complete – By this date, we should have implemented the Open Classes API and design.  We are allowed to have bugs.
Testing complete – The Open Classes API is fully implemented and all bugs are fixed.
High-Level Requirements
Functional Requirements
Open Classes has the following functional requirements:

· Add type/class

· Add method

· Add field

· Add property

· Add event

· Add attribute

Of these, the only one that is really needed to replace dynamic extensions with static extensions at post-compile-time is Add Field.

In addition, to support Plug-in Baker we require:

· Modify method body

For example, we need to be able to replace a dynamic lookup:


foo.Get<bar>().hello();

with a statically resolved reference:


foo.bar.hello();

Although important for completeness, the following are out of the scope of this project:

· Add base class

· Add base interface

Operational Requirements
· Correctness – Type safety must be preserved.  Compositions must result in valid metadata and a valid executable (PEVerify?). User must be notified, as early possible, if the composition fails.
· Management – Ability to perform multiple independent compositions, e.g., open classes supplied by different vendors. Also, ability to partially or totally order compositions.
· Dependencies – Ability to resolve dependencies that compositions have on the program being transformed, libraries, or other open classes.
Constraints
· Managed assemblies only – Patching native binaries is possible but tricky since type layout changes (data type sizes, field offsets, and vtables) can easily break client code.  There are also fewer restrictions on what can go into a native binary (think: wacky stuff) which makes it difficult to handle all possible cases.
· Reference types only – Managed value types have the same issue with client dependencies on type layout so we ignore them for now.

Implementation Strategy
The current strategy is to build a high-level API on top of Phoenix IR.  Although a little too low-level for our purposes, Phoenix IR is well supported and will allow us to perform any desired program transformation.  Ideally, we would be able to transform a high-level AST representation of the program (ala CCI).  However, the current Phoenix AST API is not sufficiently high-level and not fully implemented.  For post-compile-time scenarios where the Phoenix source code is not available, we will work on implementing raising IR to the AST level.
Issues
1. Identity – Ability for a class extension to access the this pointer of the class it is extending in a type safe way.  Ability to handle when a class extension method refers to one of its static members.
· Clearly requires a dependency on the class that is being extended.

· Solution #1: Extension class derives from extended class.  How to deal with sealed classes?

· Workaround: Extension class method requires explicit parameter (ThisPtr).
2. Dependencies – Morphs might depend on other morphs or require that morphs be applied in a certain order.

· No solution yet.

3. Maintenance – Ability for the user to see the transformed program as source code.

· Requires raising from IR ( AST and then AST ( C++/C#/VB.NET/etc.
4. Debugging – Ability for the user to be able to debug the transformed program, i.e., that the PDB file remains consistent.

· Requires that the PDB is updated as well.

· Requires that updates fix-up debug info if necessary.

5. Tool Support – Ability to specify and view morphs in the IDE.

· Requires integrating Phoenix into IDE.

6. Naming – The user tries to add a field that has the same name as an existing field.  This will also happen if the user performs the same morph twice.

· If the type and name are the same display a warning (“already added”).

· If the type is different display an error (“naming conflict”).

7. Initialization – Since a field is added after the fact, the original class writer will not have written initialization code for it, for example, to create the field using new in the class’s constructors.

· By default, the CLR sets reference fields to null.

· Solution #1: Client is responsible for initializing the field (lazy initialization).

· Solution #2: Client provides initialization code that will be injected into the constructor(s).

8. Reflective Behavior – Reflection, Cloning, Serialization, and Equality – When an instantiated class object is cloned, how do we ensure the added field is cloned as well?

· TODO: Determine default semantics of Clone() and MemberwiseClone().  What happens if the class overrides Clone()?

· TODO: Research effect on reflection and serialization.  What happens if the class overrides serialization?

· TODO: Research effect on object equality.  What happens if the class overrides Equals()?

9. Backward Compatibility, Forward Compatibility and Versioning – Ensure that adding a field to Phoenix doesn’t break Phoenix or any of its sample code/plug-ins.  This seems to be similar to the Reflective Behavior issue.

· Issue is not yet well defined.

10. Signing – If the Phoenix DLL is signed and then morphed, the checksum will no longer be valid and the assembly will be rejected by the runtime.

· Solution #1: Only allow unsigned assemblies to be morphed.

11. Security – Who are these yahoos who are changing my assemblies anyway?  How do we prevent mal-morphs?

· Solution #1: Require the morphing and the morphs to be signed.

Background
Microsoft Research recently awarded two Phoenix RFP grants to researchers working on two specific types of program transformation: refactoring and aspect-oriented programming (AOP).  Several researchers have implemented transformation frameworks for .NET utilizing the Profiler and Debugger APIs, customized versions of the .NET runtime (e.g., Rotor) and the C# compiler, and source-to-source transformations.  Numerous other transformation systems have been built targeting different runtimes or languages.  Moreover, various development teams at Microsoft have created customized transformation APIs including Vulcan, Visual C++ (compiler-extension attributes), COM/MTS, and CCI/Meta.NET [Gray&Keserovic]. Other teams have expressed an interest in aspect-oriented programming. The Holy Grail is to define a new program composition model that better enables separate of concerns than is possible with current languages and the .NET runtime.

Research Paper Ideas
1. Novelty of implementing a program transformation system using a new compiler infrastructure (Phoenix).

2. Show improved transformation performance using Phoenix.

3. Observations of new issues and side-effects related to performing transformations on a large code base (the Phoenix code base).

4. Real-world wisdom on what it takes to make a transformation solution viable in practice for production quality software (Phoenix) (performance, usage model, maintainability, composability).

5. Adding marking attributes to indicate transformed/injected fields, methods, classes, code, etc.  Attributes are used by IDE to show the transformations that are applied?

6. Supporting debugging of transformed code.

7. High-performance AOP.  For example, optimizing weaving, optimizing dynamic pointcuts (cflow aspects) using static program analysis, optimizing transformed/injected code using Phoenix.  Use non-trivial benchmarks (the Phoenix code base).
8. Just-in-time program transformations.  Demonstrate a Phoenix JIT plug-in that performs AOP.
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